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Executive Summary
Road traffic accidents are a leading cause of unnatural deaths worldwide. In Victoria,
considerable efforts are being made to reduce the road toll, such as the Towards Zero
campaign. In order to allocate resources in a targeted manner, it is critical to identify
accident hotspots from the large amount of data available. This report presents the use
of an unsupervised machine learning technique called Density-Based Spatial Clustering
of Applications with Noise (DBSCAN) to identify accident hotspots from Victorian road
accident data over the period 2013-2019.
Results from the study show that clusters of accidents can be identified using the DBSCAN
algorithm. The desired number of clusters, which may change depending on the purpose
of future studies, can be changed by varying the algorithm hyperparameters E and MinPts.
Three accident hotspots in the Greater Melbourne area were selected for further analysis
in this paper, two of which are on the M1 freeway, and one is on the M80 freeway. A
more comprehensive dashboard covering the entire state is available online for further
investigations.
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Introduction

Road traffic accidents exact a devastating toll on society and are a significant contributor
to the number of unnatural deaths. Globally, the World Health Organisation estimates
that road traffic accidents are the eighth leading cause of deaths [1], with over 1.3 million
fatalities costing most countries around 3% of their GDP [2]. Road traffic accidents are
a matter of sufficient importance to have been included in the UN 2030 Agenda for Sustainable Development, which has the ambitious target of halving the number of deaths
and injuries attributed to this cause by 2020 [3].
In the state of Victoria, Australia, there is a similar focus on reducing the road toll. The
govenment’s flagship road safety programme, Towards Zero [4], is a partnership between
the Transport Accident Commission (TAC), VicRoads, Victoria Police, the Department of
Justice and Regulation and the Department of Health and Human Services. The $1.1 billion campaign was run in the years 2016-2020, and targeted a 20% reduction in deaths
and a 15% reduction in serious injuries over its life [5]. Figure 2 shows the number of
fatalities in Victoria by year (left) as well as the total number of accidents (right) [6]; the
trend from 2016 (the year that the Towards Zero campaign started) to 2018 is clearly improving, but there was an increase in 2019 (not shown on the graph) to 266 [7]. Besides
the loss of human life, it is estimated that preventable road crashes cost Victorians more
than $3 billion annually [5].
This paper presents the results of a clustering algorithm, DBSCAN, applied to 74,400 accidents and 1,413 fatalities in Victoria over the period 2013-2019 in order to identify accident hotspots. Figure 1 shows the geographic distribution of all accidents (in red) in1

Figure 1: Distribution of all accidents

cluded in this dataset.
A previous study by Deep Blue AI [6] presented a detailed analysis of the accident data,
as well as the contributions of features such as location, time, severity, speed zones and
rainfall. In this paper, we present an objective method of determining geographic clusters
of accidents using a state-of-the-art machine learning model. A discussion of the various
hyperparameters of interest and their influence on cluster prediction are also presented.
To the best of the authors’ knowledge this analysis has not previously been undertaken
for road accidents in Victoria.

Figure 2: Fatalities (left) and total number of accidents (right) by year [6].

Section 2 discusses the importance of identifying accident hotspots, followed by an explanation of two clustering algorithms in Section 3. The approach used in the present
work is described in Section 4, followed by a detailed discussion of the results in Section 5.
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Figure 3: Accident cluster at the intersection of M1 and Clyde Road, Berwick.
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Accident hotspots

Traditional black spot identification is based on road segmentation (ie. number and section) [8, 9] or by characteristics such as time, vehicle and victim [10, 11], both of which
can obscure the effect of intersections. A previous study by the first author [6] found that
the majority of road accidents in Victoria take place at some sort of intersection. Unsafe
intersections were also a special focus of the Towards Zero campaign, with $60 million
being allocated for this specific purpose [5].
Using the method of road segmentation, accidents at intersections will be attributed to
one of the roads involved, rather than the intersection itself. This is illustrated in Figure 3 - the cluster formed at the intersection of the M1 and Clyde Road in Berwick would
traditionally have been attributed to the two roads separately, rather than the intersection, which may or may not be appropriate. De-coupling hotspot identification from road
segments using a clustering approach allows for unsafe intersections to be identified separately.
Identification of accident hotspots allows authorities to allocate resources in a targeted
fashion [12], instead of indiscriminate spending on roads that do not contribute significantly to the road toll. Although there is no universally accepted definition of accident hotspot [12], their identification is a crucial aspect of road safety [13, 14]. Previous researchers [12, 15] have argued that a spatial approach allows investigation of co-dependent variables relevant to accident hotspot locations, and therefore a more robust understanding
of the underlying causes. It is generally believed that the influence of spatial factors on
accident hotspots has been generally underestimated [16, 17]. As a result, the approach
taken in this paper, also used by other researchers[12], is that accidents in a given area
are spatially dependent as the result of common causes.
3

Figure 4: Distribution of accident hotspots in Melbourne [19].

(a)

(b)

Figure 5: Melbourne CBD and surrounding suburbs: (a) unclustered versus (b) clustered

While a visual inspection of traffic accidents is generally satisfactory for a cursory look,
there are difficulties with extending this analysis [18]. In high-density areas, it can be difficult to visually identify areas of high accident density. Further, visual inspections by humans are necessarily subjective, and are subject to bias and interpretation. Finally, there
remains the issue of scaleability - it would not be practical to rely on human assessment
alone for large areas. These points are illustrated in Figure 5; Figure 5a shows a simple
scatter plot of accidents overlaid on a map of Melbourne CBD and inner suburbs, while
Figure 5b shows DBSCAN clusters for the same area. Clearly, it is difficult to discern any
patterns or problem areas from the former, but the latter shows four distinct clusters.
Note that the number of clusters can be controlled by adjusting hyperparameters, as
discussed in following sections.
The bulk of published accident hotspot identification in Victoria has been undertaken by
the car insurance company AAMI, whose 2019 Crash Index [19] highlighted accident locations from more than 340,000 accidents from 2018-2019 (Figure 4); however, the methodology used to identify hotspots was not described. Two stretches of road - Springvale
Road in Glen Waverley and Plenty Road in Bundoora - were highlighted as particularly
notorious, and the latter location was the worst in the country [20]. The Victorian Transport Accident Commission (TAC), provides a detailed breakdown of accidents by location
[21], but do not identify clusters. One method of identifying clusters is through an unsupervised machine learning approach, as described in the following section.
4
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Clustering Algorithms

The objective of clustering algorithms is to discover the natural groupings of a set of unlabelled data points [22], using the principle that points within a cluster will be more similar
to each other than to points in other clusters [23]. Clustering has many applications, such
as computer vision [24, 25], insurance [26, 27], information retrieval [28], document clustering [29], marketing [30], character recognition [31] and genomic studies [32].
Algorithm performance is an important aspect of the clustering process. Previous researchers [33] have proposed a minimal set of conditions to evaluate the performance
of clustering algorithms:
• minimal requirements of domain knowledge to determine the values of its input
parameters.
• discovery of clusters with arbitrary shapes.
• low computational cost.
As an inevitable characteristic of real world data, Noise is an important additional consideration. Determination of clusters amongst noisy data is a common problem for clustering algorithms. In some cases, a small number of outliers or noisy points can dramatically change the output of a clustering algorithm [34]. One recommended approach is to
identify and remove noisy data points before clustering [35], but this may not always be
practical. Thus, it is critical that any clustering algorithm handle Noise appropriately.
This paper discusses only two clustering algorithms - k-means clustering and DBSCAN but there are several other methods used in the literature, such as k-modes [36] and Kernel Density Estimation (KDE) [14]. It will be shown in following sections that the DBSCAN
algorithm is suitable for the present application based on the considerations discussed
above.

3.1 k-means clustering
The k-means clustering algorithm is among the oldest clustering algorithms [22, 37], and
is popular for reasons of simplicity and efficiency [38]. The basic principle of the k-means
algorithm is to group data points based on their closeness to each other in Euclidean
space [39]. As a consequence, the algorithm expects clusters that are circular. In general,
the k-means algorithm comprises the following steps [38]:
1. Initialise k cluster centroids
2. Assign data points to the nearest centroid
5

3. Recalculate centroids and return to step 2 until convergence
Although ubiquitous, k-means has three major disadvantages:
• The number of clusters needs to be pre-defined a-priori, requiring some level of
domain knowledge [22].
• Clusters with arbitrary shapes are not detected, as circular clusters are expected.
• Noise is not accounted for, because every point must be assigned to one cluster.
In view of these disadvantages, particularly the poor performance with respect to Noise,
k-means clustering was not used for the present application. However, it should be noted
that some researchers have used this algorithm to determine accident hotspots eg. [12].

3.2

Density Based Spatial Clustering of Applications with Noise (DBSCAN)

Density-based clustering is an important method of unsupervised machine learning. The
objective of this type of clustering algorithm is to group points into subsets or clusters
such that any two clusters are separated by sparse regions [40]. Among the most widely
used of this type of clustering algorithm is Density Based Spatial Clustering of Applications with Noise (DBSCAN), first proposed by researchers at the University of Munich
[41]. In 2014 DBSCAN was awarded the SIGKDD Test of Time Award for its important
contributions to the field of clustering [42]. DBSCAN was also used by other authors to
identify accident blackspots [8, 13], and was the recommended algorithm for this application based on a literature study of competing methods [43].
The key advantages of the DBSCAN method over k-means clustering are as follows:
• The number of clusters does not need to be defined, so it does not require detailed
domain knowledge to be useful.
• Clusters with arbitrary shapes can be detected based on the notion of density-reachability.
• Noise can be accounted for, as all points do not have to be assigned to a cluster.
The DBSCAN algorithm demarcates clusters by the density of points within them using
the notion of density-reachability. The authors of the algorithm presented the examples
shown in Figure 6 to illustrate the effectiveness of using density, as the typical density of
points inside clusters is considerably higher than outside them [44].
6

Figure 6: Examples of clusters with arbitrary shapes from the authors of the DBSCAN algorithm [41].
Despite the arbitrary shapes, the difference between density inside and outside clusters is clearly visible.

Figure 7: Density-reachability and density-connectivity for two points p and q [33]

In detail, the E-neighbourhood of a point is determined by all points that fall within a radius E. For a point to be within a cluster, its E-neighbourhood must contain a minimum
number of points, MinPts. For the present application, each accident has GPS coordinates associated with it, so the distance function is simply the Euclidean distance between
the two points. Points inside a cluster are referred to as core points, and points near the
periphery of a cluster are referred to as border points. The latter are likely to have significantly less dense neighbourhoods, so the density will not be characteristic of the cluster
[41].
A point p is directly density-reachable from another point q (for a given E and MinPts) if p
belongs to the E-neighbourhood of q, and q is a core point; this relationship is clearly symmetric for core points, but not necessarily so for core-border points. Density-reachability is
defined as follows: a point p is density-reachable from a point q if there is a chain of directly
density-reachable points between them. This relationship is transitive, but not symmetric.
Finally, points p and q are density-connected if there is a third point, say o, that is densityreachable from both [33, 40, 41, 44–46]. These relationships are shown in Figure 7.
Using these definitions, the mathematical definition of a cluster may be defined as follows: the maximal set of density-connected points (wrt. density-reachability) form a cluster,
7

Figure 8: Example of non-circular clusters near the M79/M80 intersection.

while any points not meeting this criterion are considered to be Noise.
The DBSCAN algorithm computes the density of the E-neighbourhood for each point in the
database [44]. All points whose E-neighbourhood densities exceed a threshold (defined
by E and MinPts) are defined as core points. Directly density-reachable points are iteratively
added to the first suitable cluster [45], and some clusters may be merged. The algorithm
ends when no new points can be added to any cluster with the remaining points are considered as Noise. The clustering result thus produced is deterministic, but could change
if the dataset is permuted [45]. Clusters can have arbitrary shapes.
Figure 8 is an example of the utility of non-spherical, density-based clusters. The image
shows two separate clusters near the intersection of the M79 (Calder Freeway) and the
M80 (Western Ring Road). The green cluster is roughly linear in shape, and is clearly linked
to road characteristics on the M80. The pink cluster on the M79 is again roughly linear in
shape, and is clearly not related to the M80 at all; instead, it appears to be related to the
intersection with Route 39 (Keilor Park Drive). In this case, a circular clustering algorithm,
such as k-means, would fail to correctly separate these two clusters. In this case, it is
clear that DBSCAN does a significantly better job of identifying clusters given the roughly
linear shape of road networks.
The DBSCAN algorithm has two hyperparameters, E and MinPts. The traditional method
of determining the values of the value E was described by the authors of the DBSCAN algorithm [41]; it is proposed that varying MinPts has a relatively small effect on clustering
results [45]. The function k-dist is defined as the distance of each point to its k-th nearest
neighbour. A k-dist graph, shown in Figure 9, can be plotted by sorting outputs of this
function in descending order, with the optimal value of E given by the ”knee point”. However, it is not clear that this approach is suitable for the present application, because it
is likely that road safety authorities are most concerned with a relatively small number
of clusters. The notion of using domain knowledge to inform selection of E, particularly
with respect to GPS values, was also proposed by the authors of the original DBSCAN algorithm [45]. For the present work, the values of E and MinPts have not been prescribed.
Section 5 shows results of a small selection of the most relevant values, and a more com8

Figure 9: Sorted k-dis graph (k=4).

prehensive interactive dashboard is available at [47].
Note that the traditional DBSCAN algorithm uses a global E for all clusters, as determined by the process described above. A recent enhancement of DBSCAN called Dynamic
Method DBSCAN (DMDBSCAN) [48] computes individual E values for clusters with different densities from the sorted k-dist plot. This approach has not been tried in the present
work but could offer improved performance. Further variations of DSCAN, such as VDBSCAN [49], FDBSCAN [50], GRIDBSCAN [51], IDBSCAN [44], EDBSCAN [52], are discussed
in detail in [46].

4

Methodology

This paper uses data from the Victorian transport department, VicRoads, covering 74,400
road traffic accidents and 1,413 fatalities in the period 2013-2019 [53]; detailed metadata
is available at [54]. The geographic distribution of all accidents was presented in Figure 1.
Accidents were filtered to only include accidents rated as ‘Serious injury accident’ or ‘Fatal
accident’. Clusters with fewer than 20 accidents were excluded. DBSCAN clustering was
done using Python, and the figures presented here were generated using Tableau. Further filtering by year, time of day, heavy vehicles/motorcyclists etc. was feasible but outside the scope of the current work.
An important disadvantage of DBSCAN is high computational cost for large databases
[33, 40, 44]. However, this issue was not encountered in the present application given
the relatively small sample size, even on a regular Pentium i7 processor.
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Figure 10: DBSCAN accident clusters with E =0.005, MinPts=11.

5
5.1

Results and Discussion
Sensitivity to hyperparameters

The sensitivity of the results to the DBSCAN hyperparameters has been documented by
previous researchers [8]. Although the results presented here pertain to only a small
selection of E and MinPts values, an interactive dashboard with various combinations of
E and MinPts is available on the Deep Blue AI website [47].
In general, the number of clusters will increase with increasing E and decreasing MinPts.
The effect of changing MinPts can be seen by comparing Figures 10 (MinPts=11) and 11
(MinPts=21). When MinPts=11, there are approximately 25 clusters identified in the metropolitan Melbourne area. Increasing MinPts to 21 results in a dramatic decrease in the
number of clusters, to only two, the M1/M2 intersection in North Melbourne and the
M1/M80 intersection in Altona North.
Figure 12 shows the effect of changing E to 0.01 for MinPts=11. When compared to Figure 10, it is clear that increasing E dramatically increases the number of clusters, indicating large sections of the M1, M2, M3 and M80 freeways as accident hotspots. Note that
the algoriuthm is able to identify clusters of arbitrary shapes.
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Figure 11: DBSCAN accident clusters with E =0.005, MinPts=21.

Figure 12: DBSCAN accident clusters with E =0.01, MinPts=11.
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Figure 13: Accident clusters on the M1 freeway in Port Melbourne and South Melbourne.

5.2

Greater Melbourne Area

The preceding section presented a number of figures showing accident hotspot clusters
corresponding to the DBSCAN hyperparameters E and MinPts. For the following section,
values of E = 0.005, MinPts=11 were chosen. Note that in most clustering problems values of these hyperparameters would have been determined by the k-dis graph shown in
Figure 9, but this method is not appropriate for the present application, as previously discussed. Importantly, the values of the hyperparameters have been selected without any
specific domain knowledge. This section explores a small selection of accident hotspots
in the metropolitan Melbourne area.

M1 - Port Melbourne and South Melbourne Figure 13 shows the distribution of accidents on the M1 freeway in South Melbourne and Port Melbourne. While the dominant
effect appears to be the intersection with the M2 (Citylink), there are smaller clusters at
the entry and exit ramps to Kings Way and Power Street, as well as a small but dense
cluster on the Westgate Bridge.

M1 - Laverton and Laverton North Figure 14 shows accident clusters on the M1 freeway in the western suburbs of Laverton and Laverton North; this area is particularly significant because of the major intersection with the M80 (Western Ring Road). There are
three main clusters indicated in this area. The cluster at the M1/M80 intersection is likely
to be due to physical characteristics of the intersection. However, the cluster slightly to
the west of this appears to be distinct, and it is not clear what causes this stretch of road
to be so accident prone.
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Figure 14: Accident clusters on the M1 freeway in Laverton and Laverton North.

The western-most cluster is the most curious. It occurs near a relatively sharp bend in
the road in Laverton. Although there is a minor entry ramp from the Laverton strip, there
are no intersections, so the reason for this high-density cluster deserves further investigation.

M80 - Tullamarine Figure 15 shows accident clusters on the M80 freeway in Tullamarine. This area is of particular interest because of the high number of clusters between the
intersections with the M79 (Calder Freeway) and M2 (Tullamarine Freeway). This small
stretch of road experiences a great number of accidents, while contiguous sections on
either side are relatively safe. This case also deserves further investigation, as it is unclear
what causes this anomaly.
As discussed previously, accident hotspot research by the insurance company AAMI has
identified Plenty Road in Bundoora as the worst location for collisions in Australia [19].
Note that results from that analysis cannot be directly compared to the present work because data was filtered to only include accidents rated as ’Serious injury accident’ or ’Fatal
accident’, and clusters with fewer than 20 accidents were excluded, as described in Section 4. Nevertheless, for the purposes of comparison, Figure 16 shows DBSCAN accident
clusters on Plenty Road, clearly indicating the problematic stretch of road immediately
north of the intersection with the Western Ring Road (M80), showing good agreement
with the AAMI results.
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Figure 15: Accident clusters on the M80 freeway, between the intersections with the M79 (Calder Freeway) and M2 (Tullamarine Freeway).

Figure 16: Accident clusters on Plenty Road, Bundoora.
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Conclusions

This study presents a clustering analysis of 74,400 road accidents and 1,413 fatalities in
the state of Victoria, Australia in order to identify accident hotspots. While traditional
hotspot classification has been based on road segments, this ignores spatial factors and
does not identify road intersections that contribute significantly to road accidents. Section 2 presents a detailed discussion of the importance of identifying accident hotspots.
Density-Based Spatial Clustering of Applications with Noise (DBSCAN) was used because
of its advantages over the more popular k-means clustering algorithm, as described in
Section 3. This section also contains a detailed description of the DBSCAN algorithm, as
well as a discussion of its hyperparameters.
The methodology used in this study is given in Section 4. Section 5 contains results from
the study. The effect of varying the DBSCAN hyperparameters, E and MinPts, on the distribution of clusters over the Melbourne metropolitan area is shown - the number of
clusters increases with increasing E and decreasing MinPts. Importantly, this process is
repeatable and scaleable. More combinations of these hyperparameters can be viewed
via the interactive dashboard at [47].
Three accident prone areas in the Greater Melbourne were selected for a more detailed
analysis:
• M1 - Port Melbourne and South Melbourne
• M1 - Laverton and Laverton North
• M80 - Tullamarine
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